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Abstract

Many contemporary applications rely heavily on large scale
distributed and heterogeneous data sources; examples are en-
terprise end-system management, workflow management, and
computer-supported collaborative work. The key constraints for
building a distributed data query infrastructure for such appli-
cations are: 1) scalability: the system needs to scale both for
number of data sources and number of clients without sacrific-
ing data integrity, 2) heterogeneity: the system needs to provide
a unified access for heterogeneous data sources, and 3) network
and resource dynamics: query processing needs to adapt to dy-
namic network and resource conditions to maximize resources uti-
lization and scalability. To address these issues, we designed and
developed DObjects, a general-purpose distributed data objects
framework that provides an easy and scalable way of querying
and operating data from heterogeneous data sources. We describe
our novel architecture built on top of a metacomputing platform.
By hiding the details of resource sharing and using object/rela-
tional mapping, DObjects simplifies the development of efficient
and scalable integrated distributed data networks. In addition, we
present the details of the dynamic query execution engine within
our metacomputing framework that dynamically adapts to network
and node conditions. We present an extensive performance evalu-
ation through simulations as well as a real implementation.

1 Introduction

An emerging class of distributed data intensive applica-
tions rely on large scale distributed and heterogeneous data
sources; examples are enterprise end-system management,
workflow management, and computer-supported collabora-
tive work. Consider a nation-wide IT network provider that
owns hundreds of thousands of network devices across the
country. The devices produce hundreds of megabytes of
data every hour (such as alarms and maintenance events).
It is nearly impossible to store the data in one, nation-wide
database server. Instead, hundreds of smaller servers with
potentially heterogeneous database systems are used where
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each of them connects to local devices and stores informa-
tion reported by them. In order to develop applications such
as an enterprise-scale device management system or a report
generation tool, data from multiple distributed and hetero-
geneous sources must be queried and integrated. Different
applications may require different query support. To satisfy
diagnostic or management purposes, one would need ad-
hoc or batch queries support. On the other hand, for moni-
toring applications, one would need continuous queries. Be-
low we consider the key characteristics of such applications
and the opportunities they present on developing a common
infrastructure for querying and operating the distributed and
heterogeneous data sources. We will mainly focus on the
architectural and query processing issues.

Scale. The scale of the applications we consider requires
good performance and scalability without sacrificing data
integrity. At one end of the spectrum, earlier distributed
database systems [12], such as SDD-1, R* and Mariposa,
share modest targets for network scalability (a handful of
distributed sites). They focus on making distribution trans-
parent to users and applications and encapsulating distribu-
tion with ACID guarantees. At the other end of the spec-
trum, internet scale query systems, such as Astrolabe [28]
and PIER [7], target a very large scale (thousands if not mil-
lions of nodes) but sacrifice on consistency semantics and
data update functionalities. The scale of the applications
we consider falls somewhere in the middle of the spectrum
but with a stronger requirement on query semantics and
query complexities than Internet-scale applications. This
requires not only geographic scalability that allows systems
scales to massively distributed geographic patterns but also
load scalability that allow the system to expand or contract
its resource pool to accommodate heavier or lighter query
loads. Geographic scalability has been the focus of most
Internet scale query systems that developed efficient dis-
tributed indexes and query routing schemes to address mas-
sively distributed data sources. In contrast, load scalabil-
ity has caught less attention. This motivates us to explore
the notion of metacomputing or resource sharing for dis-



tribution of query processing to achieve load scalability of
distributed query systems. The metacomputing paradigm
originated from distributed systems community offers a cost
effective way to provide load scalability where nodes can
share resources and form a virtual supercomputer for query
processing. Our primary viewpoint is that not only data
distribution but also computation or query processing dis-
tribution should be considered to achieve both geographic
scalability and load scalability.

Heterogeneity. In our applications, individual heteroge-
neous data sources may have its own specific interface, and
may not be designed to interact with other databases. Most
research prototypes for heterogeneous database systems use
a three-tier architecture where clients connect to a mediator,
a mediator maintains a global schema and parses a query
and executes some of the operations of a query, and a wrap-
per for every component database translates query request
of mediator to the component’s API and translates result
back [13]. It remains an open direction to distribute the me-
diator and have a fully decentralized architecture to support
heterogeneous data sources. Query processing also needs
to dynamically estimate the cost associated with querying
heterogeneous data sources through wrappers. In addition,
a query infrastructure requires a unified data representation
as well as an intuitive query interface for the heterogeneous
data sources. An important and related challenge that we
will not focus on in this paper is the semantic challenge of
integrating data sources with heterogeneous schemas. We
refer readers to a survey of the issues [24] and a few re-
cent proposals [6, 2] that focus on schema mediation in dis-
tributed systems that will complement the solution we pro-
pose in this paper.

Network and Resource Dynamics. Another character-
istics of the large scale data applications in the wide area
networks is the dynamic network conditions (such as node
availability and network latency) and resource conditions
(such as load of the nodes). This has a few implications on
the distribution of query processing. Conventional query
processing strategies [13] will not work well because of
their assumption of constant throughput and homogeneous
or constant network delay (e.g. they only consider data size
to reduce data shipping). In order to guarantee the usage
of resources in the most efficient way to achieve the de-
sired scalability, query processing must adapt to the net-
work and resource dynamics. In addition to node joins and
departures, interconnection network between nodes is dy-
namic and often changes. When some nodes become harder
to reach, query execution process has to be changed ac-
cordingly and needs to avoid those locations. Second, the
computational power or load of different nodes constantly
changes. Query executor and optimizer have to be able to
notice such changes and respond with proper action in order
to achieve load scalability.

Contributions. In this paper we focus on the architec-
tural and query processing issues for such applications and
present our approach for supporting querying and operating
large scale distributed and heterogeneous data sources. We
propose DObjects, an easy-to-use and scalable distributed
data objects framework based on a novel metacomputing
architecture without centralized services. By hiding the de-
tails of resource sharing, using object/relational mapping,
and dynamically adapting query optimization based on net-
work and resource conditions, DObjects simplifies the de-
velopment of efficient and scalable integrated distributed
data networks. The main contributions can be summarized
as follows.

First, the system employs a novel distributed and de-
centralized architecture that uses a metacomputing platform
as a resource sharing substrate. The metacomputing plat-
form consists of independent nodes which form a virtual
abstraction of a single database management system. Each
node can either be responsible for retrieving data from data
sources through data adapters (wrappers) or simply pro-
vide computational power for query processing. The system
scales well with the size as well as the load of the network.

Second, the system provides an integrated and trans-
parent querying mechanisms for data objects. Front-end
users build queries and get back an array of data objects
called persistent entities. Persistent entities can be modi-
fied, deleted or created easily. DObjects’ query language
strictly follows object-oriented fashion of data representa-
tion. Data from multiple heterogeneous sources are joined
transparently from user’s point of view. The system sup-
ports various options of guery types, such as ad-hoc queries,
batch queries and continuous queries for various applica-
tions.

Third, the system includes an iterative and dynamic dis-
tributed query execution and optimization scheme. It op-
timizes both throughput and response time to maximize
resource sharing and achieve scalability. Queries or sub-
queries are dynamically deployed and executed on system
nodes in a dynamic (based on nodes’ on-going knowledge
of the data sources, network and node conditions) and iter-
ative manner (right before the execution of each query op-
erator). Such an approach guarantees the best reaction to
network and resource dynamics.

Finally, we have a full implementation and perform
extensive experimental results validating our approach
through simulations and the implementation. Our solution,
as we believe, can be used in many classes of applications
as an underlying database framework. It also provides an
extensible platform where new ideas can be evaluated.
Organization. Section 2 provides a review of related work.
Next, Section 3 presents an overview of our framework, in-
cluding its novel architecture, data presentation, data oper-
ations, and query language. Section 4 presents details of



our novel query execution and optimization engine. Section
5 presents an evaluation of the system through simulations
and real implementation. Finally, Section 6 provides a brief
summary and discussion of future work.

2 Related work

Our work on DObjects was inspired and informed by a

number of research areas. We attempt to provide a rough
overview of related work in this section.
Distributed Databases and Distributed Query Process-
ing. Distributed databases has been a subject of research for
quite a long time [19, 12]. While sharing a modest target for
scalability, earlier distributed database research and proto-
types presented various distributed query processing tech-
niques such as different join algorithms or alternative ways
of shipping data from one site to the other and different ar-
chitectures such as peer-to-peer, client-server and multitier
architecture. DObjects adopts some of these “textbook’ dis-
tributed query processing techniques such as semi-join.

A number of distributed query systems were targeted
at Internet-scale in recent years. HyperQueries frame-
work [11] is based on an idea of electronic market that
serves as an intermediary between clients and providers ex-
ecuting their sub-queries referenced via hyperlinks. Simi-
lar approach is introduced in Active XML!. Instead of data
objects, response to user queries is XML which has refer-
ences (active links) to Web services providing given infor-
mation. PIER [9, 7] is one of the first general-purpose rela-
tional query processor built on top of a distributed hash ta-
ble (DHT) structured overlay for massively distributed net-
works. In many ways, PIER’s architecture and algorithms
are closer to parallel database systems particularly in the use
of hash-partitioning during query processing. Open issues
remain for optimizing complex, multi-operator queries. The
initial work in Seaweed [16] targets at ad hoc query pro-
cessing for distributed end-systems and their main focus is
on dealing with end-system unavailability. Most of these
solutions target at geographic scalability. In addition, they
provide interfaces for querying data and limit other opera-
tions (such as deletions, updates or creation).

Another related body of work such as Piazza [5] and
PeerDB [17] are focused on the semantic challenge of inte-
grating many peer databases with heterogeneous schemas.
There are also recent works focusing on specific compo-
nents of query processing in internet-scale data networks
such as cardinality estimation [18]. A number of works are
focused on distributed query evaluation on semi-structured
data or XML using techniques such as query decomposition
[26] and partial evaluation [27]. These research agendas
complement our research.

Commercial systems provide support for distributed
heterogeneous databases to some extent. For instance,

Thttp://activexml.net/

Oracle Distributed Data System (incorporated in Oracle
Database) allows cooperation between Oracle Database and
non-Oracle systems. However, it can use only prede-
fined data sources, such as databases supporting ODBC.
Another notable example is Objectivity/DB?, an object-
oriented database system.It employs a novel architecture for
computation and data distribution and uses object-oriented
fashion to store data. However, the main limitation is that
objects are stored in data sources in a system-specific way
and one cannot use it with heterogeneous databases.

Data Streams and Continuous Queries. Quite large effort
was put into the area of continuous query processing. Sev-
eral research prototypes (such as TAG [15], Astrolabe [28],
SDIMS [32]) were focused on supporting single distributed
aggregation queries. There are also recent works [27, 8] fo-
cused on multi-query optimization. The vision of DObjects
is to support ad hoc queries as well as continuous queries.
At this stage we support basic continuous query processing
and it is on our research agenda to adopt the more sophis-
ticated continuous query optimization techniques into our
framework.

The query optimization in DObject is most closely re-
lated to SBON [21]. It presented a stream based overlay
network for optimizing queries by carefully placing aggre-
gation operators. DObjects shares a similar set of goals as
SBON in distributing query operators based on on-going
knowledge of network conditions. SBON uses a two step
approach, namely, virtual placement and physical mapping
for query placement based on a cost space. In contrast we
use a single cost metric with different cost features for easy
decision making at individual nodes for local query migra-
tion and explicitly examine the relative importance of net-
work latency and system load in the performance.
Distributed Systems Architectures. Distributed meta-
computing paradigm offers great scalability at relatively
low price by sharing distributed resources to solve large-
scale computing problems. Grid systems, such as Globus
Toolkit [4] and UNICORE [22], provide general frame-
works for running software on grid architecture using dif-
ferent approaches such as component-based model [1] and
distributed objects paradigm [31]. Recently, we can observe
the emergence of applications that use distributed and grid
architectures for query processing. A novel mediator-based
database architecture for grids was proposed in [29]. The
grid community has also explored the idea of relocating data
preprocessing closer towards data locations [30]. However,
grid systems require centralized services for authentication
or job submission which limit these solutions. Our frame-
work is built on top of a decentralized metacomputing plat-
form H20 [14, 10] that avoids the administrative burden
related to using grid systems and makes resource sharing
easier for providers, in the spirit of the P2P model.

Zhttp://www.objectivity.com/



3 System Overview

In this section we present an overview of DObjects
framework. We describe its novel system architecture,
present the concept of persistent entities as data wrappers,
discuss data operations and types of queries supported by
the system, and describe details of the query language.
Along the way, we present relevant implementation details
of the framework.

3.1 System Architecture

Figure 1 presents our vision of deployed DObjects
framework. The system has no centralized services and
thus allows system administrators to avoid all the burden
in this area. It uses the metacomputing paradigm as a re-
source sharing substrate. Each node in the system provides
its computational power that can be used by others during
query execution. In addition, nodes can run data adapters
which pull data from external data sources and transform it
to a uniform format that is expected while building query
responses. Front-end users can connect to any system node;
however, while the physical connection is established be-
tween a client and one of the system nodes, the logical con-
nection is established between a client node and a virtual
database system consisting of all the participating nodes.
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Figure 1: System Architecture

Our current implementation builds on top of a Java
metacomputing platform, H2O0[10, 14], that provides
lightweight, decentralized and peer-to-peer resource shar-
ing and communication. Data adapters are implemented
using a Java object/relational mapping API, Hibernate?, to
pull data from heterogeneous relational data sources such
as MySQL, PostgreSQL, Oracle etc. Adapter interface can
be also implemented for any abstract sources providing data
(for example, data file, network device or any system device
driver).

3.2 Persistent Entities

When a user starts a query, DObjects returns persistent
entities which are data represented as objects. From user’s
perspective, query responses are objects of desired type.
Each data object has a set of attributes, divided into two

3http://www.hibernate.org/

groups: simple and referential. Simple attributes represent
simple types, such as numbers or strings. Referential at-
tributes follow an object-oriented idiom and allow the def-
inition of association, composition or collection relations
between data objects. Thus, when a referential attribute is
accessed, another persistent entity, or collection of persis-
tent entities, is obtained.

A set of available data types in the system along with
their attributes is defined in the system configuration. Each
configuration entry has a full description of an object, i.e.
its type name and a list of simple attributes and referential
attributes. When a referential attribute is defined, one has to
specify the foreign key information that is required to join
the referencing object and referenced object. It also spec-
ifies a list of nodes (sources) where given objects can be
found. Each source is specified with: 1) name of the node,
2) remote data object name, and 3) attribute mappings that
define the semantic mappings between the remote data ob-
ject and the current object. There is no centralized copy of
the global configuration but rather it is replicated and syn-
chronized at every node. The design choice of a decentral-
ized global configuration is appropriate and efficient in our
system as we focus on load scalability and the distribution
of query execution.

Listing 1: Persistent Entity Configuration

<persistent—entity name="NetworkDevice”>
<definition>
<key><attribute name="id” type="Integer”/></key>
<attribute name="name” type="String”/>
<list name="1Alarms” type="Alarm”
local —key="id” remote—key="r_nd_id”/>
<list name="IMEvents” type="MaintenanceEvent”
local —key="id” remote—key="r_nd_id”/>
</definition>
<sources>
<source name="place.a” remote—object="X">
<attribute —mapping local —name="id” remote—attr="id”/>
<attribute —mapping local —name="name” remote—attr="dn”/>
</source>
</sources>
</persistent—entity >

Our implementation uses XML for the configuration of
persistent entities and an example configuration is provided
in listing 1. It defines a persistent entity of NetworkDevice
(representing any network equipment) that has 2 referential
attributes: list of Alarms (representing alarm information
from device), and a list of MaintenanceEvents (represent-
ing maintenance entries created after device maintenance).
In addition, Alarm object has a list of Action objects (rep-
resenting action performed in answer to Alarm) and their
configurations were omitted due to space constraints.

3.3 Data Operations

DObjects supports all standard data operations. Users
can query, create, delete and update persistent entities. All
persistent entities can be queried, but depending on other
allowable data operations, they can be classified into 4
groups: 1) editable/not-pinned that allows update, delete,



and create as well as change of location, 2) editable/pinned
that allows update, delete, and create but no change of lo-
cation, 3) not-editable/not-pinned that allows no update,
delete or create but allows change of location, and 4) not-
editable/pinned that allows no update, delete, create or
change of location. DObjects implements a three-phase
commit protocol [25] to support the above data operations
with transaction semantics. In this paper, however, we will
only focus on query operations and the associated query
processing issues.

To support various applications, DObjects supports ad-
hoc queries, batch queries and continuous queries. In case
of an ad-hoc query, the system provides response imme-
diately after its completion and execution of user’s code is
blocked until the query is finished. As the opposite, batch
queries are executed in background. When a batch query is
executed, user’s code is not blocked and notifications about
results are provided on a given listener. What is important,
user can get results incrementally and operate on partial re-
sults while the query is executed. DObjects also supports
basic continuous queries that remain in the system until ex-
plicit termination. Whenever new data comes from adapter,
system can determine whether it is potential answer to the
standing queries. If so, the response is prepared and sent to
appropriate users.

3.4 Query Language

The DObjects query language strictly follows the object-
oriented fashion of the data representation of persistent en-
tities. A user creates a query by building a hierarchy of
objects. Each query is created for a given persistent en-
tity type and specifies which simple or referential attributes
should be populated. In case of referential attribute, the user
builds the referenced object which again specifies simple
and referential attributes to be populated. The process can
be continued until desired level in the hierarchy is reached.
In addition, the query could specify conditions for objects
in the hierarchy, both for simple attributes and recursively
for referential attributes (objects).

Listing 2: Example Query

Query query = system.getQuery(”NetworkDevice”);
//Populated attributes in NetworkDevice
AttributePopulator populator =
query.createAttributePopulator ();
populator.addPopulatedAttribute ("name” );
//Populated attributes in each Alarm object
AttributePopulator aPop =
populator.createRefPopulator (”1Alarms”);
aPop.addPopulatedAttribute ("message”);
populator.addPopulatedRefAttribute (aPop);
// Prepare constraints for results
QueryCondition condition =
query . cerateQueryCondition ();
condition.addCondition(”id”, new Integer (50),
QueryCondition .SMALLER) ;
QueryCondition aCondition =
condition.createQueryCondition (”lAlarms”);
aCondition.addCondition(”severity”, new Integer (1),
QueryCondition .EQUAL);
condition.addCondition (aCondition);

Because our data objects are hierarchical, query lan-
guage for our system could be implemented using any lan-
guage that allows one to specify populated attributes or con-
ditions for given attribute in objects hierarchy. Thus, XPath
or XQuery as well as SQL-like (or OQL-like) language
could be used. Our current implementation provides a Java
API that allows users to create queries. An example of an
ad hoc query is presented in listing 2. It defines a query
for NetworkDevice (as defined in listing 1) with populated
simple attribute of ”id” and referential attribute of Alarm
list. Each Alarm has populated “severity” attribute.

4 Query Execution and Optimization

In this section, we focus on the query processing issues,
present an overview of the dynamic distributed query pro-
cessing engine that adapts to network and resource dynam-
ics, and discuss details of its cost-based query placement
strategies. We present relevant implementation details for
the presented strategies.

4.1 Overview

As we have discussed, the key to query processing in our
metacomputing framework is to have a decentralized and
distributed query execution engine that dynamically adapts
to network and resource conditions. While adapting “text-
book” distributed query processing techniques such as dis-
tributed join algorithms and the learning curve approach
for keeping statistics about data adapters, our novel query
processing framework presents a number of innovative as-
pects. First, instead of generating a set of candidate plans,
mapping them physically and choosing the best ones as in
conventional cost based query optimization, we create one
initial abstract plan for a given query. The plan is a high-
level description of relations between steps and operations
that need to be performed in order to complete the query.
Second, when the query plan is being executed, placement
decisions and physical plan calculation are performed dy-
namically and iteratively. Such an approach guarantees best
reaction to changing load or latency conditions in the sys-
tem.

Our query execution and optimization consists of a few
main steps. First, when a user submits a query, a high-
level query description is generated by the node that re-
ceives it. An example of such a query plan is presented
in Figure 2 that corresponds to the query example in listing
2. The query plan contains such elements as joins, hori-
zontal and vertical data merges, and select operations that
are performed on data adapters. Each type of elements in
the query plan has different algorithms of optimization (see
Section 4.2).

Next, the node chooses active elements from the query
plan one by one in a top-down manner for execution. Ex-
ecution of an active element, however, can be delegated to
any node in the system in order to achieve load scalability.
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Figure 2: High-level Query Plan Illustration

If the system finds that the best candidate for executing cur-
rent element is a remote node, the migration of workload
occurs. In order to choose the best node for the execution,
we deploy a network and resource-aware cost model that
dynamically adapts to network conditions (such as delays
in interconnection network) and resource conditions (such
as load of nodes) (see Section 4.3). If the active element was
delegated to a remote node, the remote node has a full con-
trol over the execution of any child steps that are required.
The process works recursively and iteratively, therefore re-
mote node could decide about moving child nodes of sub-
mitted query plan element to other nodes or execute it lo-
cally in order to use the resources in the most efficient way
to achieve good scalability. Algorithm 1 presents a sketch
of the local query execution process.

Algorithm 1 Local Algorithm for Query Processing

: generate high-level query plan tree

: active element «— root of query plan tree

: choose execution location for active element

. if chosen location # local node then
delegate active element and its subtree to chosen location; return

end if

execute active element;

: for all child nodes of active element do

go to step 2

: end for

: return result to parent element
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4.2 Execution and Optimization of Operators

In previous section we have introduced the main ele-
ments in the high-level query plan. Each of the elements
has different goals in the optimization process. It’s impor-
tant to note that optimization for each element in the query
plan is performed iteratively, just before given element is
going to be executed. We describe the optimization strate-
gies of each type of operators below.

Join. Join operator is created when user issues a query
for an object with populated referential attributes (objects).
In this case, join between main objects and the referenced

objects have to be performed. The optimization is focused
on finding appropriate join algorithm and the order and
place of branch executions. Our current implementation
uses semi-join algorithm and standard techniques for result
size estimations. We also plan to implement bloom-join al-
gorithm and expect further enhancement in this area.

Data merge. Data merge operator is created when data
objects are split among multiple nodes (horizontal data
split) or when attributes of object are located on multiple
nodes (vertical data split). Since an intention of data merge
operation is to merge data from multiple input streams, this
operation needs to execute its child operations before it is
finished. Therefore, our optimization approach for this op-
erator tries to maximize the parallelization of subbranches
execution. This goal is achieved by executing each sub-
query in parallel, possibly on different nodes if such an ap-
proach is better according to our cost model that we will
discuss later.

Select. Select operator is always the leaf in our high-
level query plan. Therefore, it does not have any depen-
dent operations that needs to be executed before it finishes.
Moreover, this operation has to be executed on locations
that provide queried data. The optimization issues are fo-
cused on optimizing queries submitted to data adapters for
faster response time. For instance, enforcing an order (sort)
to queries allows us to use merge-joins in later operations.
Next, optimal response chunks are built in order to sup-
port queries returning large datasets. Specifically, in case of
heavy queries, we are implementing an iterative process of
providing users with smaller pieces of final response. In ad-
dition to helping to maintain considerable node load level in
terms of memory consumption, such a feature is especially
useful when building a user interface that needs to accom-
modate long query execution.

4.3 Query Migration

A key of our query processing is a local query migration
component for nodes to delegate (sub)queries to a remote
node in a dynamic (based on current network and resource
conditions) and iterative manner (just before the execution
of each element in the query plan). In order to determine
the best (remote) node for possible query migration and ex-
ecution for a query element, we first need a cost metric for
the query execution at different nodes. Suppose a node mi-
grates a query element and associated data to another node,
the cost includes: 1) transmission delay or communication
cost between nodes, and 2) query processing or computa-
tion cost at the remote node. Intuitively, we want to del-
egate the query element to a node that is “’closest” to the
current node and has the most computational resources or
least load in order to minimize the query response time and
maximize system throughput. We introduce a cost metric
that incorporates such two costs taking into account current



network and resource conditions. Formally Equation 1 de-
fines the cost, denoted as ¢; ;, associated with migrating a
query element from node ¢ to a remote node j:

ci,j = ax DS xlatency; ; + (1 — a) * load; (1)

where DS is the size of the necessary data to be migrated
for query execution, latency; ; is the network latency be-
tween node ¢ and j, load; is the current (or most recent)
load value of node j, and « is a weighting factor between
the communication cost and the computation cost. Both
terms give normalized values between 0 and 1 and the re-
sulting cost metric also gives a normalized value between 0O
and 1.

To perform query migration, each node in the system
maintains a list of candidate nodes that can be used for mi-
grating queries. For each of the nodes in the list, it calcu-
lates the cost of migration and compares the minimum (best
candidate) with the cost of local execution. If the minimum
cost of migration is smaller than the cost of local execution,
the query element and its subtree is moved to the best can-
didate. Otherwise, the execution will be performed at the
current node. Formally, the decision of a migration is done
if the following equation is true:

minj{c; ;} < 8% (1 — «a)load; (2)

where min;{c; ;} is the minimum cost of migration for
all nodes in its candidate list, § is a tolerance parameter
typically set to be a value close to 1 (e.g. we setit to 0.98 in
our implementations). Note that the cost of local execution
only considers the load of the current node.

The above cost metric consists of two cost features,
namely, the network latency and the load of each node. Be-
low we present techniques for computing each of them effi-
ciently.

Network Latency. To compute the network latency be-
tween each pair of nodes efficiently, each DObjects node
maintains a virtual coordinate, such that the Euclidean dis-
tance between two coordinates is an estimate for commu-
nication latency. Storing virtual coordinates has the bene-
fit of naturally capturing latencies in the network without
a large measurement overhead. The overhead of maintain-
ing a virtual coordinate is small because a node can cal-
culate its coordinate after probing a small subset of nodes
such as well-known landmark nodes or randomly chosen
nodes. Several synthetic network coordinate schemes exist.
We adopted a variation of Vivaldi algorithm [3] in DOb-
jects. The algorithm uses a simulation of physical springs,
where each spring is placed between any two nodes of the
system. The rest length of each spring is set proportionally
to current latency between nodes. The algorithm works it-
eratively. In every iteration, each node chooses a number
of random nodes and sends a ping message to them and

waits for response. After the response is obtained, initiating
node calculates the latency with remote nodes. As latency
changes, new rest length of springs is determined. If it is
shorter than before, the initiating node moves closer towards
the remote node. Otherwise, it moves away. The algorithm
always tends to find stable state for the most recent springs
configuration.
@
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Figure 3: Illustration of Virtual Coordinates Computation for Net-
work Latency

Figure 3 presents an example iteration of the Vivaldi al-

gorithm. The first graph on the left presents current state of
the system. New latency information is obtained (values of
30ms between nodes 3 and 4 and 100ms between nodes 2
and 4) in the middle graph. The rest length of spring be-
tween nodes 3 and 4 is shortened and between nodes 2 and
4 is made wider. As the answer to new forces in the sys-
tem, new coordinates are calculated. The new configuration
is presented in the rightmost graph. Important fact about
this algorithm is that, it has a great scalability which was
proven by its implementation in some P2P solutions (e.g. in
OpenDHT project [23]).
Load of Nodes. The second feature of our cost metric is
the load of the nodes. Given our desired feature to sup-
port cross-platform applications, instead of depending on
any OS specific functionalities for the load information,
we incorporated a solution that assures good results in het-
erogeneous environment. The main idea is based on time
measurement of execution of predefined test programs that
considers computing and multithreading capabilities of ma-
chines [20].

The program we use specifically runs multiple
threads.More than one thread assures that if a machine has
multiple CPUs, the load will be measured correctly. Each
thread performs a set of predefined computations including
a series of integer as well as floating point operations.
When each of the computing threads finishes, the time it
took to accomplish operations is measured which indicates
current computational capabilities of the tested node.

After the load information about a particular node is ob-
tained, it can be propagated among other nodes. Our imple-
mentation builds on top of a distributed and decentralized
event framework, REVENTS?, that is integrated with our
metacomputing platform for efficient and effective asyn-
chronous communication among the nodes.

“http://dcl.mathcs.emory.edu/revents/index.php



5 Experimental Evaluation

Our framework is fully implemented. In this section we
present an evaluation through simulations as well as a real
deployment of the implementation.

5.1 Simulation Results

We run our framework on discrete event simulator that
gives us an easy way to test the system against different set-
tings. The configuration of data objects was identical for all
the experiments below and relates to the persistent entities
and configuration mentioned in Section 3. The configura-
tion of data sources for persistent entities is as follows: ob-
ject NetworkDevice was provided by nodel and node2, ob-
ject Alarm was provided by node3 and node4, object Main-
tenanceEvent by nodel and finally object Action by node2.
All nodes with numbers greater than 4 were used as com-
puting nodes. Table 1 gives a summary of important system
and algorithmic parameters for different experiments.

Table 1: Experiment Setup Parameters. * - variable parameter

Test Case Figure(s) | Nodes# | Clients# a
a vs. Query Workloads 5 6 14 *
a vs. Nodes# 6 * 32 *
a vs. Clients# 7 6 * *
Comparison of Query Op- 8 6 14 0.33
timization Strategies

System Scalability 9,10 6 * 0.33
Impact of Computational 11 * 32 0.33
Resources

Impact of Network Laten- 12 6 14 0.33
cies

Parameters Tuning - Optimal a. An important parameter
in our cost metric (introduced in equation 1) is « that de-
termines the relative impact of load and network latency in
the query migration strategies. Our first experiment is an
attempt to find optimal « value for various cases: 1) differ-
ent query workloads, 2) different number of nodes available
in the system, and 3) different number of clients submitting
queries.

NetworkDevice
NetworkDevice

NetworkDevice MaintenaneEvent

Alarm MaintenaneEvent Action.

Small query Medium query Heavy query

Figure 4: Tllustration of Query Workloads

For the first case, we tested three query workloads: 1)
small query for NetworkDevice objects without referen-
tial attributes (therefore, no join operation was required),
2) medium query for NetworkDevice objects with two ref-
erential attributes (list of Alarms and MaintenanceEvents),
and 3) heavy query with two referential attributes of Net-
workDevice of which Alarm also referential attribute. The
queries are illustrated in figure 4. The second case varied
the number of computational nodes and used medium query
which was submitted by 32 clients simultaneously. The last
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Figure 8: Comparison of
Different Query Optimization
Strategies

case used a system consisting of 6 nodes and varied number
of clients submitting medium queries. The latency between
nodes (which has impact on nodes placement in virtual co-
ordinates system) was randomly selected every time the test
was started.

Figure 5, 6 and 7 report average execution times for dif-

ferent query loads, varying number of computational nodes,
and varying number of clients respectively for different «.
We observe that for all three test cases the best a value is lo-
cated around the value 0.33. While not originally expected,
it can be explained as follows. When more importance is
assigned to the load, our algorithm will choose nodes with
smaller load rather than nodes located closer. In this case,
we are preventing overloading group of close nodes as join
execution requires considerable computation time. Also,
for all cases, the response time was better when only load
information was used (o« = 0.0) compared to when only
distance information was used (o = 1.0°). For all further
experiments we use the best o value which was determined
to be 0.33.
Comparison of Optimization Strategies. We compare
a number of varied optimization strategies of our system
with some baseline approaches. We give average query
response time for the following cases: 1) no optimization
(naive query execution where children of current query op-
erator are executed one by one from left to right), 2) sta-
tistical information only (classical query optimization that
uses statistics to determine the order of branch executions
in join operations), 3) location information only (o = 1),
4) load information only (o« = 0), and 5) full optimization
(a=0.33).

The results are presented in Figure 8. They clearly show

SFor this case we had to modify equation 1 and remove alpha factor.



5000 100000
4500 Heavy query 18462
as30 4523 as3t —=— Medi
10000 Medium query
——Small query 1663
72

350

_=az3
1000 518 _
282 =743

Heavy query .
L

—=— Medium query
—— Small query

3 768 800  goa 819

Average response time [epoch]

1 2 4 8 16 32 64 128 12 4 8 16 32 6 128
Number of clients

Number of clients

7000 7000
5853 ——Small query g —+—Small query
o000 6000 1 . Medi
H] —=—Medium query % 5000 | x::xr::;ivy
85000 Heavy query E
g @ 4000
<4000 @
& § 3000 1
g:lOl)ﬂ 2598 %
g £ 2000 1
2219 > —
g TR 21000 e
s N {Ls8 926 902 900 8 o :/
Z1000 3 2 - .
s vaorvaer eveer Fastspeed Medium speed Slow speed
o 3 network network network
4 8 16 2 64 128
Number of nodes Type of network

Figure 9: System Scalabil-

ity (Throughput) - Number of ~ (Response Time) - Number of

Clients Clients
that, for all types of queries the best response time corre-
sponds to the case when full optimization is used. In ad-
dition, the load information only approach provides an im-
provement compared to the no optimization, statistical in-
formation only, and location information only approaches.
The performance improvements are most manifested in the
heavy query workload which requires more join processing
and hence computation.
System Scalability. An important goal of our framework
is to scale up the system for number of clients and load
of queries. Our next experiment attempts to look at the
throughput and average response time of the system when
different number of clients issue queries. We again use three
types of queries and a similar configuration to the above ex-
periment.

Figures 9 and 10 present the throughput and average
response time for different number of clients respectively.
Figures 9 shows average number of queries that our system
was capable to handle for given number of clients (during
specified time frame). It shows quite well how the system
reaches its maximal throughput - for small query, average
value around 4500 queries per specified time frame was the
maximum. As can be noticed, the number of queries in-
creases as number of clients increases. This phenomenon
is expected, as with the increase of number of clients, sat-
uration of nodes with workload also increases in the sys-
tem. However, when it reaches critical level (each node
is heavily loaded), new clients cannot obtain any new re-
sources. Thus, the throughput will not increase. For small
and medium queries the critical value is 32 nodes (when we
use more than 32 nodes throughput does not change signifi-
cantly). Figure 10 reports average response time and shows
a good scalability. Please note that the figure uses logarith-
mic scale for y-axis for a better clarity.

Impact of Available Computational Resources. In order
to answer the question how the number of nodes available
in the system affects its performance, we measured the av-
erage response time for different number of nodes with 32
clients simultaneously querying the system. The results are
provided in Figure 11. Our query processing effectively re-
duces average response time when more nodes are avail-
able. For 32 clients and small queries, 8 nodes appears to
be enough as an increase to 16 nodes does not improve re-

Figure 10: System Scalability

Figure 11: Impact of Compu-  Figure 12: Impact of Network
tational Resources Latency
sponse time significantly. Consequently, for medium size

queries 16 nodes appears to be enough (no improvement in
average response time if 32 nodes were used). Finally, for
heavy queries we observed improvement when we used 32
nodes instead of 16. The behavior above is not surprising
and quite intuitive. Small queries do not require high com-
putational power as no join operation is performed. On the
other hand, medium and heavy queries require larger com-
putational power so they can benefit from larger number of
available nodes.

Impact of Network Latency. Our last experiment using
simulation was aimed at finding the impact of the aver-
age network latency on the performance. The configuration
setup involved again 6 nodes and 14 clients. We report re-
sults for three network speeds: fast network that relates to
FastEthernet network offering speed of 100MBit/s, medium
speed network that can be compared with Ethernet network
of speed 10MBIit/s, and finally slow network which repre-
sents 1MBit/s connection speed.

The result is reported in Figure 12. The network speed,
as expected, has a larger impact on the heavy query work-
load. The reason is that the amount of data that needs to
be transferred for heavy query is larger than the medium
and small queries, and therefore the time it takes to transfer
this data in slower network will have much larger impact on
overall efficiency.

5.2 Testing of a Real Implementation
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Figure 13: Average Response Time in Real System

We also deployed our implementation in a real setting
on four nodes started on general-purpose PCs (Intel Core 2
Duo, 1GB RAM, fast Ethernet network connection). The
configuration involved three objects, NetworkDevice (pro-
vided by node 1), Alarm (provided by nodes 2 and 3) and
MaintenanceEvent (provided by node 3). Node 4 was used



only for computational purposes. We ran experiments in
which we measured response time for different query work-
loads. Figure 13 presents results for small and medium
queries. It shows that the response time is significantly re-
duced when query optimization is used (for both small and
medium queries).

6 Conclusion

We have presented DObjects, a distributed data objects
framework that facilitates integration of data from large
scale heterogeneous sources. We have presented the novel
architecture of the system based on a metacomputing plat-
form for addressing both geographic and load scalability,
and discussed in detail the dynamic query processing en-
gine with local query migrations that dynamically adjusts
to the network and resource conditions. Our approach
was validated in different settings through simulations as
well as real implementation and deployment. We believe
that initial results of our work are quite promising. It can
be used in many classes of applications as an underlying
database framework. A current implementation is available
for download ©. The framework also provides an extensi-
ble platform for future research. The ongoing and future
efforts include further enhancement for query optimization
with a broader set of cost features, advanced optimization
for continuous queries, and efficient transaction support for
data modification and replication.
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