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ABSTRACT

Data mining technologies are popular for identifying interesting
patterns and trends in large amounts of data. With the advent
of high speed networks and easily available storage, many orga-
nizations are able to collect large amounts of data. On one hand,
these organizations would like to mine their data to understand
and discover interesting patterns; on the other hand, many legal
and commercial reasons may prevent the organizations from shar-
ing their data. In such situations, privacy preserving data mining
tools become critical - they allow data from many organizations
to be mined securely and with a minimum of information disclo-
sure. In this paper, we present a framework for mining multiple
private databases using a privacy preserving k Nearest Neighbor
(kNN) classifier. We develop a general model for privacy pre-
serving kNN classification and present algorithms for realizing
this model. We specify requirements that all privacy preserving
classifiers should strive to achieve and analyze how well our al-
gorithm achieves these requirements. This is the first paper to
show how KNN classification can be achieved in a privacy pre-
serving manner. A novel feature of our algorithm is that it offers
a trade-off between accuracy, efficiency and privacy. Thus, it can
be applied in a variety of problem settings and can meet different
optimization criteria.

1. INTRODUCTION

We are entering a highly connected and data intensive
world. The information age has enabled many organiza-
tions to collect large amounts of data. Many organizations
wish to discover and study interesting patterns and trends
of both their own private databases and their competitors
information bases, such as learning the sales trend and sales
patterns of Intel computers in US markets or Asian mar-
kets. Therefore, privacy-preserving data mining [3, 25] be-
comes an important enabling technology for mining data

Permission to make digital or hard copies of all or part o tivork for

personal or classroom use is granted without fee providatdbpies are
not made or distributed for profit or commercial advantage that copies
bear this notice and the full citation on the first page. Toyooiherwise, to
republish, to post on servers or to redistribute to listguies prior specific
permission and/or a fee.

Copyright 200X ACM X-XXXXX-XX-X/XX/XX ... $5.00.

from multiple private databases provided by different and
possibly competing organizations. As a field, data mining
has introduced new algorithms like association rule learning,
and new classification algorithms like Naive Bayes, Decision
Tree and k-Nearest Neighbor classifiers, to identify interest-
ing trends in data without assuming any a priori hypothesis
on the data.

In privacy preserving data mining across multiple private
databases, two or mode nodes owning confidential databases
wish to run a data mining algorithm on the union of their
data without revealing any unnecessary information. Pri-
vacy preserving data mining enables organizations to share
statistical information of their private data while simultane-
ously protecting privileged information residing in individ-
ual private databases.

To see why privacy requirements play an important role
in distributed data mining, consider the following scenarios
[6]. Many insurance companies collect data on disease in-
cidents, seriousness of the disease and patient background.
The Center for Disease Control would like to identify dis-
ease outbreaks. One way to do this is to mine the data held
by the various insurance companies for patterns that are
indicative of disease outbreaks. However, commercial and
legal reasons prevent the insurance companies from reveal-
ing their data. In this situation, it will be important and
beneficial to have a distributed data mining algorithm that
is capable of identifying potential outbreaks while respecting
the privacy requirements of its participants.

Privacy preserving data mining algorithms also play an
important role in industry collaborations. Industry trade
groups want to identify best practices to help members.
However, some practices may be trade secrets. We would
like to be able to discover patterns (like “manufacturing
using chemical supplies from supplier X have high failure
rates”) while preserving secrets of individual organizations
(like “manufacturing process Y gives low failure rates”).

The above real world problems can be modeled as data
classification problems, and solved using a k-Nearest Neigh-
bor classifier. A k-nearest neighbor classifier is a conceptu-
ally straightforward way of approximating any real valued or
discrete valued classification function. In its training phase,
a k-nearest neighbor classifier simply stores all the train-
ing examples. Generalizing beyond these examples is post-
poned until a new query instance must be classified. In a



distributed setting, this means that the overhead of training
a classifier is avoided until a query instance must be clas-
sified. Every time a new query instance is encountered, its
relationship to the previously stored instances is examined
and a classification is assigned to the new instance. A kNN
classifier has many advantages over other machine learning
classifiers. Instead of estimating the classification function
once for the entire instance space, the kNN classifier can es-
timate it locally and differently for each new instance to be
classified. This is extremely useful in situations in which the
databases of nodes are dynamic and the classification func-
tion that we wish to determine is very complex and thus
cannot be represented by a single, global function, but in-
stead can be represented by a collection of less complex local
approximations.

For instance, to determine whether a pattern of disease
is indicative of a outbreak, we can train a kNN classifier to
recognize disease outbreak patterns and use it to classify a
query pattern as an outbreak or not. For the second prob-
lem, the various organizations can use a kNN algorithm to
determine the answer to their queries (such as “Is the failure
rate higher than 0.5 when manufacturing using supplies from
supplier X”) without revealing private information (such as
“My failure rate for manufacturing using supplies from sup-
plier X is 0.36”). However, current distributed kNN classi-
fiers are not designed to guarantee the privacy requirements
of the participating nodes.

One solution to privacy preserving data classification across
multiple private databases using a kNN classifier is to have a
trusted third party (TTP). The nodes send their data along
with the query to the TTP, which constructs the KNN classi-
fier using the data, classifies the query and sends the results
back to all the nodes. However, in practice it is difficult to
find a TTP which is trusted by all the nodes. Also, this so-
lution presents a single point of failure which is the TTP. If
the TTP is compromised, the privacy of all the nodes is com-
promised. To overcome the above limitations, we propose a
distributed solution to the privacy preserving classification
problem.

Another possibility one might consider is to construct a
privacy preserving kNN classifier using secure multiparty
computation techniques [10], a subject that has received sig-
nificant attention in cryptography research. However, these
techniques have a high communication overhead and are
feasible only if the inputs are very small. In a real world
scenario, the inputs to the kNN classifier would consist of
massive data sets. Thus, generic secure multiparty compu-
tation protocols are too inefficient to be applied to these
problems. This deficiency of secure multiparty schemes has
led to the search for efficient, privacy preserving data min-
ing algorithms. A practical idea is to look for algorithms
that can provide a desired level of tradeoff between the ac-
curacy of the classifier constructed and the stringency of the
privacy requirements while maintaining efficiency.

With these design objectives in mind, we present a privacy-
preserving framework for constructing a kNN classifier across
multiple private databases. This framework consists of a
general model for privacy preserving kNN classification, a
suite of concrete algorithms for realizing this model, and
a set of requirements that all privacy preserving classifiers
should strive to achieve. We discuss how well our algorithm
achieves the specified requirements through analytical study
and experimental evaluation. To the best of our knowledge,

this is the first paper to show how kNN classification can be
achieved in a privacy preserving manner without a central-
ized trusted third party. Our approach has an important
trait — it offers a trade-off between accuracy, efficiency and
privacy, allowing our privacy-preserving kNN classifier to be
applied in a variety of problem settings and meeting different
optimization criteria.

The rest of this paper is organized as follows. In section
2, we present the general issues and design goals in privacy
preserving data classification algorithms. In Section 3, we
present a model for the construction of a privacy preserving
kNN data mining algorithm. In Section 4, we present al-
gorithms for realizing the privacy preserving kNN classifier
construction according to our model. In section 5, we ana-
lyze our solution and discuss how well we are able to address
the issues mentioned in section 2. In Section 6, we present
experimental results of the evaluation of our algorithm. We
present related work in Section 7 and conclude in Section 8
with some thoughts on future research directions.

2. DESIGN ISSUES

In this section, we identify the design goals that any pri-
vacy preserving classification algorithm must seek to fulfill.
These design goals also define dimensions along which any
such algorithm can be evaluated.

2.1 Problem Definition and Threat Model

Consider a network of n nodes (n > 3), each having a
private database. Assume that we want to train a machine
learning classifier on the union of these n databases, un-
der the condition that each node wishes to reveal as little
information about its database as possible during the (dis-
tributed) training of the classifier and during the possibly
distributed classification of the test instances.

We note that in any multi-party computation, a malicious
adversary can always alter its input. In the data classifica-
tion setting, this can be very damaging since the adversary
can define its input to be the empty database and thereby
gain knowledge of the classifier for free, or can alter its in-
put to invalidate the results of the classifier. In this paper
we assume that the nodes participating in our decentralized
protocol for computing the kNN classification among n pri-
vate databases are cooperating to achieve the common goal
of data classification. Thus all nodes behave in a semi-honest
manner in the sense that all nodes correctly follow the proto-
col specification, yet attempt to learn additional information
about other nodes by analyzing the transcript of messages
received during the execution of the protocol. One of our on-
going efforts is to develop a decentralized kNN classification
protocol that is resilient against malicious nodes.

2.2 Evaluation Metrics

One of the most important dimensions along which any
classification algorithm is evaluated is its accuracy. The ac-
curacy of a classification algorithm measures its ability to
correctly classify instances that it has not seen before, i.e.,
not present in the test set. When we are designing a pri-
vacy preserving classification algorithm, we are interested
in the relative accuracy of this algorithm as compared to a
non-privacy preserving classification algorithm. Ideally, we
would like the accuracy of a privacy-preserving classification
algorithm to be at least as high as that of its non-privacy pre-
serving counterpart. We note that the accuracy of a privacy



preserving classifier could be lower if it utilizes randomiza-
tion to ensure privacy of its computations. In this case, the
design challenge is to determine the “right” amount of ran-
domization that the algorithm should insert into its compu-
tation such that both the accuracy and privacy requirements
of the users can be met.

Another important consideration in designing privacy pre-
serving algorithms is their efficiency. Classification algo-
rithms typically operate on databases containing very large
amounts of data; thus the many secure multi-party compu-
tation protocols proposed earlier, such as [10, 11], are simply
too inefficient to be used in these classification algorithms.
This is especially the case when the number of nodes in-
volved in the construction of the classifier is large. Given
the above scenario, we would like the privacy preserving
classification algorithm to allow for a trade-off between the
accuracy of the results and the efficiency of the algorithm
used.

Finally, any privacy preserving algorithm must meet the
privacy requirements of its participating nodes. Ideally, dur-
ing the training phase of a classification algorithm, no infor-
mation other than the trained classifier should be revealed
to any node. During the classification phase, no information
other than the classification of the query instance should be
revealed to the nodes. However, achieving the above ob-
jectives completely might make the classification algorithm
very inefficient. In practice, we would like to design highly
efficient classification algorithms while maintaining the min-
imum information disclosure.

We distinguish between two types of privacy guarantees
that have been proposed in the literature: data anonymity
and data privacy. The data anonymity requirement refers to
the requirement that nodes may learn the fact that some ac-
tual data point is present in the database of the other nodes,
but no node should be able to infer which other node this
data point belongs to with certainty. The term “data pri-
vacy” has been used to refer to a stronger requirement that
no node may learn about the value of any other node’s data
points during the algorithm. We concentrate on achieving
data privacy in this paper.

Data privacy provides a more stringent privacy guarantee
than Data anonymity, and is closer to the privacy guarantees
of traditional secure multi-party schemes. There exist situ-
ations in which we require a privacy preserving algorithm to
guarantee data privacy and not just data anonymity. This is
especially the case if given the knowledge that a data point
belongs to some node, information could be obtained about
which node this data belongs to by means other than the
information leaked by the algorithm. An example illustra-
tion of this scenario is as follows: 10 nodes participate in a
privacy preserving algorithm. 5 of these nodes are located
in the US, 3 nodes are located in Europe and 2 nodes are
located in Asia. If, during the execution of the algorithm,
nodes learn the value of a data held by some other node;
they may be able to infer which node this data belongs to
from their knowledge of the location of each node.We for-
malize the above intuition below.

Let P(d € node;|setminusd = v;) be the probability that
a data point d belongs to node; and has the value v;. This
probability may or may not be identical across all nodes. In
those cases where this probability is not identical across all
nodes, data anonymity has the potential to reveal informa-
tion about a node’s data to other nodes. This is because

data anonymity reveals the information that d = v; and us-
ing this, we could infer that it is more probable for node;
to have this data point than node; depending on certain ex-
ternal knowledge about the nodes. Depending on the user’s
requirements, this may be unacceptable. Thus algorithms
that guarantee data privacy will be needed in these cases.

We summerize below the three performance metrics for
privacy preserving classification algorithm over multiple pri-
vate databases:

1. Accuracy: Ideally, the privacy preserving classifica-
tion algorithm must be as accurate as a classifier de-
signed without privacy constraints.

2. Efficiency: The privacy preserving classifier construc-
tion must be as efficient as the non-privacy preserving
classifier construction algorithm. Ideally, the complex-
ity of the two algorithms must be of the same order,
but we allow for a larger constant in the privacy pre-
serving classifier algorithm.

3. Privacy: The privacy preserving classifier construc-
tion algorithm should reveal as little information as
possible about the values held by each individual node
during both the training of the algorithm and the clas-
sification of new instances.

Thinking of the design space in terms of these three di-
mensions presents many advantages to the designer of a pri-
vacy preserving classifier. At one end of the spectrum, we
have the secure multi-party computation protocols, using
which we can construct classifiers which are provably secure
in the sense that they reveal the least amount of informa-
tion and have the highest accuracy; however these protocols
are very inefficient. At the other end of the spectrum, we
have the non-privacy preserving classifier algorithms, which
are highly efficient but are not secure. Thus, the challenge
is to design an efficient privacy preserving classifier while
sacrificing as little as possible on accuracy and privacy.

3. PRIVACY PRESERVING kNN CLASSI-
FIER MODEL

In this section, we describe the kNN classification problem
and discuss how we can solve it in a distributed, privacy
preserving manner. We describe the privacy goals of our
protocol and show how our classifier model achieves these
privacy goals.

3.1 Classification problem and the kNN clas-
sifier

A classification problem consists of a set of instances, par-
titioned into a training set and a test set. Each instance is
represented by a vector of attributes, and belongs to a class.
A classifier is a function of the attributes that returns a class
value. A classifier construction algorithm takes the training
set as input, and returns a classifier. The accuracy of a clas-
sifier is measured using the test set: The predictions made
by the classifier for the instances in the test set are checked
against the class of these instances, and the percentage of
correct predictions is the accuracy of the classifier.

The k-Nearest Neighbor (kKNN) classifier is one of the most
basic instance-based classification methods. In an instance



Algorithm 1 Distance-weighted kNN Classification Algo-
rithm
Training Algorithm:

e For each training example < z, f(z) >, add the exam-
ple to the list training — examples.

Classification Algorithm:
e Given a query instance x4 to be classified,

1. Let x1,z2,...,xr denote the k instances from
training — examples that are nearest to x4

2. RETURN
Classification(zq) < arg maxycv Zle w(d(xq,xs))*
(v, f(zi)),
where §(a,b) = 1 if a = b, and 0 otherwise, and w
is any function of the distance d(zq, ;) between the
points z4 and ;.

based classifier, when a query instance is encountered, sim-
ilar instances are retrieved from memory and used to clas-
sify the query instance. In a kNN classifier, given a query
instance, the k nearest (according to a distance function)
instances to this query instance are retrieved , and the class
assigned to the query instance is the most common class
among these instances. The basic distance-weighted kNN
algorithm is presented in Algorithm 1.

3.2 Privacy preserving kNN classification

The privacy preserving kNN classification problem is de-
scribed as follows. There exist n private databases D; , Ds
, -+, Dy distributed at n different nodes. We assume that
all the databases have the same schema, i.e. data is hori-
zontally partitioned. These n nodes want to train a kNN
classifier on the union of their databases. However, each
node would like to reveal as little information as possible
about its data to the other nodes, during the construction
of the classifier (the) training phase and while classifying a
new query (the) test phase.

To solve the privacy preserving kNN classification prob-
lem, we need to adapt the basic distance weighted kNN clas-
sification algorithm (Algorithm 1) to work in a distributed
setting in a privacy preserving manner. One way to do this
is to break the kNN classification problem into two sub-
problems and solve each of them in a distributed, privacy
preserving manner.

A ENN classifier views instances as points in a |A|-dimensional

space, where | A| is the number of attributes of each instance.
Given a query instance (point), a kNN classifier uses the k
nearest neighbors of the query to classify it. In a distributed
setting, the k nearest neighbors of a query point could be
distributed among the n nodes. Thus, each node will have
some points in its database which are among the k nearest
neighbors of the query point. So, for a node to calculate its
local classification of the query point, it has to first deter-
mine which points in its database are among the k nearest
neighbors of this query point.

Let the distance between the query and its k'™ nearest
neighbor be A. All points which are closer than A from the
query are among the k nearest neighbors of the query. If a

node knows A | then it can determine which points in its
database are among the k nearest neighbors of the query.
Thus, the first sub-problem the nodes have to solve is to
determine A, which is the distance of the query to its k"
nearest neighbor.

Once a node knows which points in its database are among
the k nearest neighbors of the query, it can calculate its
classification of the query instance. Then, the nodes need
to combine their local classifications, in a privacy preserving
manner, to compute the global classification of the query
point over the n private databases.

Thus we can divide the kNN classification problem into
the above two sub-problems. We call the first sub-problem
“Privacy preserving nearest neighbor selection” and the sec-
ond sub-problem “Privacy Preserving Classification”. Let us
denote the query to be classified by . We summarize the
two sub-problems are follows:

1. Privacy preserving nearest neighbor selection:
In this step, the n databases work together to deter-
mine the distance of the k*" nearest point (instance) to
x among all the points in the union of their databases.
Knowing the distance of the k' nearest neighbor helps
each node identify all points in its database which are
among the k nearest neighbors of x.

2. Privacy Preserving Classification: With the knowl-
edge of which points in its local database which are
among the k nearest neighbors of x, each node can con-
tribute to the global classification in two steps. First,
it calculates the local classification of x. Second, with
the local classification of x as input, all nodes engage
in a privacy preserving computation of the global clas-
sification of x.

3.3 Analysis of the model

The central thesis of our privacy preserving kNN classifi-
cation model is to divide the problem of classification into
two steps, and to ensure that each step is accomplished in
a privacy preserving manner. Concretely, given a query in-
stance, a node has to decide which of its data points are
among the k nearest neighbors of the query; these are the
points which determine the classification of the query. Our
model encourages each node to first calculate the distance
of the query to its k' nearest neighbor, using only the dis-
tances of the query to the node’s data points as input. Then,
each node can use this information to determine its local
classification of the query point, and combine these local
classifications in a privacy preserving manner to determine
the global classification. This two step division ensures that
a node does not have to reveal its data points in order to
determine if a point in its database is among the k nearest
neighbors of the query.

It is important to note that if executed naively, the above
steps can violate the privacy requirements of the individual
databases. Given a query point z, in the first step, we should
ensure that the instances in a database are not revealed to
other databases during the computation of the distance of
the k" nearest neighbor to . In the second step, we should
ensure that the local classification of each database is not
revealed to other databases during the computation of the
global classification.

Before describing concrete algorithms for privacy preserv-
ing kNN classification, we emphasize the fact that the model



suggested is one possible model for the construction of a
privacy preserving kNN classifier, and, to the best of our
knowledge, it is the first such model to be suggested. Other
models may be possible. It would be interesting to study
what characteristics determine the best model under differ-
ent privacy requirements.

4. THE ALGORITHM

Based on our privacy preserving kNN classification model,
the problem of mining multiple private databases using a
kNN classifier can be addressed in two phases. In the pri-
vacy preserving nearest neighbor selection phase, each node
identifies the points in its database which are among the
k nearest neighbors of the query. In the privacy preserving
classification phase, the nodes compute their local classifica-
tions of the query and combine them to calculate the global
classification. We now present algorithms for each phase
that help nodes achieve their ojectives in each phase in a
privacy preserving manner.

4.1 Privacy preserving nearest neighbor selec-

tion

Privacy preserving nearest neighbor selection: Let
x be the query instance to be classified. Assume that yi,
Y2, ..., Yr are the k nearest instances to x in that order,
and let d(y1), d(y2), ..., d(yx) be the distances of the k
nearest points to z. In order to determine the points in their
database which are among the k nearest neighbors of x, the
nodes need to determine d(y). The n databases engage in
a secure computation of this value, which is the distance of
the k' nearest neighbor in Dy U D2 U...U Dyto x.

The algorithm to compute d(yx) in a privacy preserving
manner is as follows. Each node calculates the distance of
every point in its database from x, and selects the k& smallest
distances. With these k smallest distances as input, the
nodes participate in a privacy preserving computation of
the k smallest values among all their inputs. The k& smallest
values so determined will be the distances of the k nearest
points to x among all the points in the n databases. Thus,
the k" smallest value will be the distance of the k" nearest
neighbor to z among all the points in the union of the n
databases.

The crucial step in the above algorithm is the privacy pre-
serving computation of the k smallest values among all the
nodes, with each node contributing k values as input to the
computation. This can be accomplished by using the “pri-
vacy preserving TopK selection” algorithm (PP — TopK),
recently suggested in [27]. The PP — TopK algorithm de-
termines the “top k” values among n distributed nodes in
a privacy preserving manner, with each node providing any
number of values as input to the algorithm; the “top k” val-
ues are defined by a linear order among all the values held
by the nodes. In our case, the linear order is induced on
the values held by the nodes by the “less than” relation.
We note that it suffices for each node to provide k values
as input to the algorithm, since the number of values in the
output is at exactly k.

We describe in detail the PP — TopK algorithm intro-
duced in [27]. In the PP — TopK algorithm, nodes are
mapped onto a ring randomly; thus each node has a pre-
decessor and successor. We assume secure communication
channels between a node and its successor. Each node exe-
cutes a local algorithm and communicates the result of this

algorithm to its successor. The local algorithm is a stan-
dalone component that each node executes. An initializa-
tion module is designed to select the starting node among
the n participating nodes, and initialize a set of parameters
used in the local computation algorithms.

Once the starting node is selected, it initializes a global
vector of length k and sends this vector to its successor.
This vector is initialized to the maximal elements of the to-
tal order. In our case, this would be some number larger the
maximum distance between any query and any data point.
From this point on, each node, upon receiving a vector from
its predecessor, executes the local algorithm with inputs as
the vector it received and its own vector of k smallest dis-
tances, and sends the result of this computation to its suc-
cessor. This continues for a number of rounds, at the end of
which the global vector is broadcast to all the nodes. The
global vector at the end of the protocol contains the global
k smallest distances.

The local algorithm is a probabilistic algorithm that in-
jects certain amount of randomization into the local com-
putation at each node, such that the probability of data
value disclosure at each node is minimized while the even-
tual result of the protocol is guaranteed to be correct. The
randomization injected by each node is a monotonically de-
creasing function of which round the protocol is currently
executing, ensuring that the protocol outputs the correct
result after sufficient number of rounds. In our protocol, we
define the probability that a node injects randomization in
its local computation to be equal to Py * d", where Py is
the initial randomization probability, r is the current round
of the protocol, and d is a randomization factor. The local
algorithm that a node executes is shown in 2.

Algorithm 2 Local Algorithm for Topk Protocol (executed
by node ¢ at round r)
INPUT: G;—1(r), Vi, OUTPUT: G;(r)
PT(T) — po * d"la
Gi(r) = topK(Gi-1(r) U V)
Vi« Gi(r) = Gi-1(r)
m— V]|
if m =0 then
GZ(T) — Gifl(T)
else
with probability 1 — P..(r): Gi(r) «— Gi(r)
with probability P-(r):
Gi(M)[1:k—m] — Gi—1(r)[1: k —m]
Gi(r)[k —m + 1 : k] « sorted list of m random values
from [Gj(r)[k] , maz(Gi(r)[k] + & , Gi—1(r)[k —m+1])]
end if

The inputs to the algorithm are (1) the global vector node
i receives from its predecessor 7 — 1 in round r, denoted as
Gi—1(r), and (2) its local topk vector, being the k smallest
distances in our case, denoted as V;. The output of the
algorithm is the global vector denoted as G;(r). Note that
the global vector is an ordered multiset that may include
duplicate values.

The algorithm first computes the correct topk vector, de-
noted as G5(r), over the union of the set of values in G;_1(r)
and V;. It then computes a sub-vector of V;, denoted as V/,
which contains only the values of V; that contribute to the
current topk vector G (r) by taking a set difference of the set
of values in Gj(r) and G;_1(r). Note that the union and set



difference here are all multiset operations. The algorithm
then works under two cases.

Case 1: The number of elements in V;, m, is 0, i.e. node %
does not have any values to contribute to the current topk.
In this case, node ¢ simply passes on the global topk vector
Gi—1(r) as its output. There is no randomization needed
because the node need not expose its own values.

1)
=
=

40

1-Py(r)

m
random
values

Figure 1: Illustration for Topk Local Algorithm

Case 2: Node ¢ contributes m(0 < m < k) values in the
current topk. Figure 1 gives an illustrative example where
m = 3 and k = 6. In this case, node ¢ only returns the real
current topk (Gj(r)) with probability 1 — P-(r). Note that
a node only does this once, i.e. if it inserts its values in a
certain round, it will simply pass on the global vector in the
rest of the rounds.

With probability P.(r), it copies the first &k — m values
from G;_1(r) and generate last m values randomly and in-
dependently from [Gj(r)[k], maz(Gi(r)[k] + &, Gi—1(r)[k —
m+1])], where Gj(r)[k] denotes the kth (last) item in Gj(r),
Gi—1(r)[k —m+1] denotes the k —m + 1th item in G;_1(r),
and ¢ denotes a minimum range for generating the random
values. The reason for generating m random values is be-
cause only the last m values in the output are guaranteed to
be shifted out in a later round when the node inserts its real
values if the global vector has not been changed by other
nodes. The range is designed is such a way that it decreases
the values in the global vector as much as possible while
guaranteeing the random values are not smaller than the
largest value in the current topk so they will be eventually
replaced.

After the execution of the protocol, the global vector con-
tains, with high probability, the k£ smallest distances to the
query instance among all the nodes. Knowing this value, the
nodes can proceed to execute the next step in the protocol,
namely, privacy preserving classification.

4.2 Privacy preserving classification

Privacy Preserving Classification: Given the k'" small-

est distance d(yx), each node can determine the points in its
database which are within this distance from z, and compute
its local contribution to the classification of x as a function
of these points. The global classification of x is a function of

the n local classifications of . The nodes engage in a secure
computation of the global classification of x, with each node
providing as input its local contribution to this computa-
tion. The global classification of x is known to every node
at the end of the computation.

Recall that the kNN classifier works as follows (Algorithm
1): The classification of the point x is determined by its
k nearest neighbors. Each of these neighbors effectively
“votes” in favor of its own class, the strength of the vote
being determined by its distance to x. We add all these
votes and select the class that has the highest vote to be the
classification of x.

Thus the local classification of x that is determined by
each node is just the class vector of v votes, assuming that
the number of classes is v. The it" element of this vector is
the amount of vote the " class received from the points in
this node’s database which are among the k nearest neigh-
bors of z. However, the class with the local majority at this
node may not be the same as the class with the global ma-
jority of the votes. In order to classify x, we need a way to
determine the class with the global majority of the votes.
Our solution to this problem is for each node to compute
its local classification vector; and then to participate in a
privacy preserving term-wise addition of these local classifi-
cation vectors to determine the global classification vector.
Once each node knows the global classification vector, it
can find the class with the global majority of the vote by
determining the index of the maximum value in the global
classification vector. Thus the nodes can determine the clas-
sification of x without disclosing its local classifications.

In the above step, one may use any privacy preserving
addition protocol. For sake of completeness, we briefly de-
scribe one privacy preserving addition protocol, suggested
in [7]. Assume that there are n nodes, each having a value
v;. The nodes arrange themselves into a ring. The first node
selects a random number and transmits this to its successor.
From this point on, every node adds its value to the value
it receives and passes it on. When the first node gets back
a value, it adds the difference between the initial random
number and its own value to this value to determine the
sum of the n values. It then broadcasts the sum to all the
nodes. This is the simplest privacy preserving summation
protocol we are aware of. For improvements to this pro-
tocol to make it robust against collusions, and for a proof
of privacy, please refer to [7]. We summarize the privacy
preserving addition protocol in Algorithm 3.

4.3 Privacy Preserving kNN classification

Having presented algorithms for the two sub-problems in
our model, we now show how to integrate the two solutions
to build a privacy preserving kNN (PP — kNN) classifier:

1. Given an instance to be classified =, each node com-
putes the distance of every point in its database from
x, and selects the k£ smallest distances. These k values
are stored in a local distance vector.

2. The n nodes participate in the privacy preserving top-
k selection (Algorithm 2), with inputs as their local
distance vectors. At the termination of the algorithm,
each node knows the distances of the k nearest neigh-
bors to x in the union of their databases.

3. Each node can determine the distance of the k** near-
est neighbor to x from the information above. We call



Algorithm 3 Privacy Preserving Addition of local classifi-
cation vectors

Input: The local classification vectors lcv; of each node.
Output: A global classification vector gcv = > 7, lev;

e The nodes are arranged in a ring, and a random start-
ing node is chosen.

e The starting node initializes a global classification vec-
tor (gev) to a random vector rv, and sends it to its
successor.

e Every node, upon receiving a vector vi from its prede-
cessor, transmits lcv; + vi to its successor.

e When the starting node receives a vector vi from its
predecessor, it broadcasts (vi —rv + lcv) to all the
nodes.

this distance A.

4. We assume that there are v classes. Each node calcu-
lates a local classification vector (Icv) as follows:
VI<i<w, lev(d) =32, wld(z,y))x6(f(y),4) * [d(z, y)
< A, for all points y in its database, where d(z,y) is
the distance between x and y and §(a,b) =1ifa=10>
and 0 otherwise, [p] for a predicate p evaluates to 1 if
the predicate is true, and evaluates to 0 otherwise.

5. The nodes use the privacy preserving addition proto-
col (Algorithm 3) to do an element-wise addition of
their local classification vectors to calculate the global
classification vector gcv: gev(i) = 327, lev; (4).

6. Each node assigns the classification of x as
classification(z) «— arg max;cv gcv(i).

5. ANALYSIS

In this section, we analyze the privacy preserving kNN
algorithm using the three performance metrics — relative
accuracy, efficiency and privacy.

5.1 Accuracy

The relative accuracy of our privacy preserving algorithm
is determined by the accuracies of its two steps. The ac-
curacy of the privacy preserving nearest neighbor selection
step is determined by the accuracy of the PP — TopK algo-
rithm. As PP — TopK is a randomized algorithm, we can
only present probabilistic guarantees on its accuracy.

The output of the PP — TopK algorithm is a vector con-
taining k distances. The probability that this vector con-
tains the smallest k£ distances can be calculated as follows:

The output (a vector of size k) contains values that have
been contributed by at most k nodes. If each of these (at
most) k nodes behave correctly in at least one round of the
algorithm, then the output of the algorithm is guaranteed
to be correct. This is because a node which behaves cor-
rectly in a round contributes its share of the final result to
the global vector in this round. The probability that a node
behaves randomly in all the r rounds of the protocol is equal
to [[j_, Poxd = P « d""=1/2 where d is the random-
ization factor. Thus the probability that a node behaves
correctly in at least one round out of r rounds is equal to

(1— P§ *d""=Y/2), The probability that the k nodes which
contribute towards the final result behave correctly in at
least one round is equal to (1 — P§ # d"("~D/2)k,

For a fixed k, the above probability is monotonically in-
creasing with an increasing value of r, i.e. it is more likely
that the final result is correct if we execute the protocol for
a larger number of rounds. For a fixed k, we also note that
the probability of the output being correct increases with
decreasing Py and decreasing d.

We further note that if we want the final output to be
correct with a probability greater than (1 — €), for some e
between 0 and 1, then the number of rounds that we have
to run the protocol to achieve this accuracy is proportional
to log 1/e. Thus, we can achieve high accuracies for the first
step of our protocol by running the PP — TopK protocol for
a small number of steps.

The second step, privacy preserving classification, is de-
terministic and provably accurate. This is because its ac-
curacy depends on the accuracy of the privacy preserving
addition protocol, which was proved to be accurate in [7].
Thus, the relative accuracy of our protocol is determined
wholly by the accuracy of the first step, privacy preserving
nearest neighbor selection.

The relative accuracy of the privacy preserving classifica-
tion algorithm is best measured by extensive experiments.
In these experiments, we train a privacy preserving classifier
and a non-privacy preserving classifier on the same training
sets; and then test the performance of each on the same
test sets. We present a large number of experimental results
in Section 6 to show that the accuracy of our algorithm is
very close to the accuracy obtained by a distributed kNN
classifier.

5.2 Efficiency

An important design goal for privacy preserving classifi-
cation algorithms is their efficiency. We would ideally like
the complexity of the privacy preserving classification al-
gorithm to be of the same order as the complexity of a
non-privacy preserving classification algorithm. There are
two main considerations when we evaluate the efficiency
of a privacy preserving classification algorithm - computa-
tional complexity and communication complexity. Ideally,
we would want both these complexities to be of the same
order as that of a non-privacy preserving, distributed clas-
sification algorithm. We would further like to have a choice
between optimizing the algorithm for efficiency and optimiz-
ing the algorithm for privacy. Our privacy preserving kNN
classification algorithm has both these important properties.

If the PP — TopK algorithm is executed for s number of
rounds, then the probability that the global vector contains
the correct output is at least (1 — Pg * r*(*=1/2)¥ (Section
4.1). If we want the final output to be correct with a proba-
bility greater than (1 —€), for some € between 0 and 1, then
the number of rounds that we have to run the protocol to
achieve this accuracy is asymptotic with respect to k, i.e. we
can pick a value of s (the number of rounds) such that for
any k, we achieve a correct final output with a probability
greater than (1 — €).

Thus the communication complexity of the PP — kNN
algorithm is ©(n), where n is the number of nodes involved
in the classification. This implies that the communication
complexity of the privacy preserving nearest neighbor selec-
tion step is ©(n).



The communication complexity of the privacy preserving
classification step is 2 * n, which is exactly the communica-
tion complexity of the privacy preserving addition protocol.
The computational complexity of PP — kNN is also of the
same order as that of an ordinary, distributed kNN clas-
sifier, as there is no cryptography involved in any of the
computations. Thus our PP — kNN algorithm is easily able
to accommodate a large number of nodes as well as large
databases at every node, and scales well along these dimen-
sions.

5.3 Privacy

Privacy breaches can be of two different types in our pro-
tocol - those that occur due to the kNN classification model
and those that occur due to our implementation of the pri-
vacy preserving kNN algorithm. We discuss both of these
below.

In our privacy preserving kNN classifier model, we divide
kNN-classification into two steps - privacy preserving near-
est neighbor selection and privacy preserving classification
(section 3). Information about the data held by individ-
ual nodes can be compromised just by following this model,
even the individual steps in the model are executed in a
perfectly secure way. To see why this is true, consider the
case when all the k£ nearest neighbors of a query are in the
database of a single node n. In this case, after the execution
of the privacy preserving nearest neighbor selection step, n
can infer that all the k nearest neighbors of the query are
within its database, in other words, there are no data points
in any other node’s database that are among the k nearest
neighbors of the query.

The above breach of privacy indicates that care is required
in the design of the KNN classification algorithm. We can
overcome the probability of the above privacy breach by in-
creasing k, the number of neighbors of the query node that
we consider. To see why this is the case, consider the case
when k = | D1 U Dy U ... U D,| - we are considering all the
points in all the database’s to classify the query instance.
Thus the result of the nearest neighbor selection step will
include all the points in all the databases. In fact, if we use
the above classifier, in which all points in all the databases
are considered when making a classification, then we can do
away with the privacy preserving nearest neighbor selection
step in our model. This is because every point in every node
is by definition one of the k nearest neighbors of every query
instance. This change increases the privacy preserving na-
ture of the protocol, however, we pay a price in the accuracy
of the kNN classifier constructed, as we demonstrate in our
experiments, and also in efficiency when each database has
a large number of points.

Privacy breaches may also occur due to the algorithms
chosen in implementing the two steps of our model. The
privacy preserving nearest neighbor selection step uses the
PP-TopK algorithm. We note that in our model, we utilize
only the distances of points from the query instance and
not the actual points in a node’s database. Thus, whatever
information is leaked is only about the distance of a point
from the query instance, and never the actual co-ordinates
of an instance itself. This is an inherent strength of our
model and guarantees that the actual coordinates of a point
in a node’s database is never revealed to other nodes.

The PP-TopK protocol also guarantees that with a high
probability, the inputs of any node are not revealed to other

nodes during the execution of the protocol. In our applica-
tion, this means that with a high probability, other nodes do
not learn about the distances of a node’s k nearest points to
the query point. This is a subtle but important requirement
for privacy. To see why this is the case, consider a two di-
mensional space and a protocol in which every node learns
about the distances of other node’s k nearest points to a
query instance. In two dimensional space, a point can be
uniquely identified if we know its distance from two known
points. Thus, a dishonest node might ask queries in such a
way as to find out the distances of a point belonging to some
other node from these query instances, and might thus be
able to infer the co-ordinates of the point belonging to the
other node. We show in our experiments that the probabil-
ity that a node leaks information about its distance values
during the PP — TopK algorithm is very low.

The privacy preserving classification step uses the privacy
preserving addition protocol and some local computation at
the nodes. Thus its privacy is determined by the privacy of
the addition protocol. In [7], it has been proved that this
protocol is privacy preserving. Thus, the same holds true
for our privacy preserving classification step.

6. EXPERIMENTAL EVALUATION

In this section, we evaluate the privacy preserving kNN
classification algorithm in terms of its relative accuracy as
compared to a distributed, non-privacy preserving kNN clas-
sification algorithm. We conduct experiments to demon-
strate the sensitivity of our algorithm to its various param-
eters.

6.1 Experimental Setup

We use three publicly available datasets in our experi-
ments. The first dataset, GLASS [9], contains data regard-
ing various physical characteristics of different types of glass.
The classification problem is to identify the type of glass
from its physical characteristics. The study of classification
of types of glass was motivated by criminological investi-
gation - at the scene of a crime, the glass left behind can
be used as evidence if it is correctly identified. This data
set contains 214 instances belonging to 7 different classes,
with each instance having 9 attributes. The second dataset,
PIMA [20], is a medical dataset used for diagnostic pur-
poses - for predicting whether a patient shows signs of dia-
betes given data like the 2-hour serum insulin concentration
and Body Mass Index. This dataset contains 768 instances
belonging to 8 different classes, with each instance having 8
different attributes. The third dataset, ABALONE [26], was
used to predict the age of abalone from its physical charac-
teristics. This data set contains 4177 instances belonging to
29 different classes, with each instance having 8 attributes.

In each experiment, we performed 100 separate runs on
each different dataset. In each run, we randomly partitioned
the data into two parts - a training set containing % of the
data and a test set containing i of the data. We trained the
classifier on the training set and tested it on the instances
in the test set. The results reported are averaged over the
100 runs of each experiment.

We summarize the notation we use to describe the exper-
imental results in Table 1.

6.2 Relative accuracy of privacy preserving
kNN classification



Param. | Description
n # of nodes in the system
k parameter in kNN classification
Po initial randomization prob. used in PP — TopK algorithm
dampening factor for randomization prob. used in PP — TopK algorithm
r Number of rounds for which PP — TopK algorithm is executed.

Table 1: Experiment Parameters
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Figure 2: Accuracy comparison of privacy preserving classifier Vs. distributed, ordinary KININ classifier

In this experiment, we compare the accuracy of privacy
preserving kNN classification against a distributed kNN clas-
sifier. In these experiments, we run the nearest neighbor se-
lection step for one round, with the initial probability Py = 1
and the randomization factor d = 0.5. Thus, with these
parameter values, our algorithm is very efficient - its com-
munication complexity is only 3 times that of an ordinary,
distributed £NN classifier. We would like to determine the
accuracy of this classifier which is optimized for efficiency..

We notice from Figure 2 that although we have chosen
very conservative settings for our privacy preserving classi-
fier - we run our nearest neighbor selection algorithm for
only one round, the accuracy obtained by our classifier is
still very high as compared to an ordinary classifier. Note
that in some of the cases, the accuracy of the privacy pre-
serving classifier is actually higher than that of a distributed
classifier. This is not a contradiction, because an incorrect
result of the nearest neighbor selection step could actually
produce a value of “k” for which the kNN algorithm per-
forms better.

Thus, this experiment indicates that our privacy preserv-
ing algorithm matches the accuracy of a distributed, non-
privacy preserving kNN classifier without sacrificing its ef-
ficiency. In the next few experiments, we try to reduce the
difference in accuracy of the two classifiers, at the cost of in-
creasing the communication complexity of the privacy pre-
serving classifier.

6.3 Effect of number of rounds on Relative
Accuracy

Of the two steps in our privacy preserving kNN classifier
model, the first step, nearest neighbor selection, is prob-
abilistic in nature while the second step, classification, is
deterministic and provably accurate. Thus, the overall ac-
curacy of our classifier is determined by the accuracy of the

nearest neighbor selection step. The accuracy of the nearest
neighbor selection step is determined by the accuracy of the
PP — TopK algorithm. We recall that the accuracy of this
algorithm is a function of three parameters - Py, the initial-
ization probability, d, the randomization factor and r, the
number of rounds the protocol is executed. From our dis-
cussion of this algorithm, we know that the accuracy of the
PP — TopK protocol increases when we increase r, or de-
crease either Py or d. In this experiment, we verify whether
the accuracy of the privacy preserving kNN classifier ap-
proaches that of the distributed kNN classifier when we run
the PP — TopK protocol for a larger number of rounds. To
do this, we measure the absolute value of the difference be-
tween the accuracies of the two classifiers when trained and
tested on the same data. The results of our experiments are
presented in Figure 3.

We note from Figure 3 that we are able to make the pri-
vacy preserving classifier as accurate as an ordinary classifier
by running the PP — TopK algorithm for a larger number
of rounds. This is because the accuracy of the PP — TopK
protocol increases if we run it for a larger number of rounds;
thus, with a high probability,the value of “k” determined by
the nearest neighbor selection step will be the same as the
“k” used by the ordinary algorithm.

6.4 Effect of randomization factor (d) on Rel-
ative Accuracy

In this experiment, we investigate the effect of varying the
amount of randomization inserted into the computation in
each round on the accuracy of the classifier. We do this by
varying the value of d, the randomization factor. We note
that if d is large, this means that more randomization is
inserted into the computations, thus increasing the privacy
guarantees of the algorithm. A very low value of d makes the
computations almost deterministic and thus provides almost
no privacy guarantees.
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Figure 4: Relative Accuracy of the privacy preserving kNN classifier with varying randomization parameter

in nearest neighbor selection

The results of our experiments are shown in Figure 4. We
note that with decreasing values of d, the accuracy of the
privacy preserving classifier becomes closer to that of the or-
dinary classifier. This is because smaller values of d increase
the probability that the output of the nearest neighbor se-
lection step is correct, and thus increase the probability of
the two classifiers performing identical classification.

6.5 Effect of “k” on accuracy

In this experiment, we investigate the effect of “k”, the
number of neighbors considered during classification, on the
accuracy of both privacy preserving and ordinary kNN clas-
sifiers. As discussed in section 5.3, setting k equal to all the
points in the union of the databases results in a kNN classi-
fication algorithm which has very good privacy guarantees.
However, our experiments show that this decreases the ac-
curacy of the classifier, and we also note that the efficiency
of the algorithm is reduced by this setting. So, we would
like k£ to be large to avoid any information leak due to our
model, as discussed in section 5.3. By studying the graphs
of accuracy vs. “k”, we show that it is indeed possible to
set k to a large value without compromising much on the
accuracy of the classifier.

We report the average accuracy when we used different
values of “k” for classification in Figure 5. We note that the
accuracy of the classifier decreases when “k” is very large.
However, from the graphs, we note that it is possible to pick
a k to achieve both good accuracy and good privacy.

6.6 Privacy of thepp — Topk Protocol

In this section, we measure the amount of information re-
vealed by a node to its successor during the execution of the
PP—TopK algorithm. In this experiment, we run the proto-
col for r = 2 rounds, with Py = 1 and d = 0.5. We measure
the probability that a node is able to correctly identify a
value in the global vector it received from its predecessor
as belonging to its predecessor. We present these results in
Figure 6. From the figure, we note that for all values of n,
there is a large range of k such that the probability of a node
revealing information to its successor is less than half. With
very large values of k however, a node has a higher prob-
ability of inserting its values in the global vector and this
increases its chances of revealing its values to its successor.

Our experiments indicate that even if we run the algo-
rithm for a larger number of rounds, and use a range of
values for the randomization factor d, the probability that
a node reveals its values to its successor is still very low.
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Figure 6: Privacy of the PP — TopK algorithm Vs.

However, space restrictions prevent us from presenting the
graphs for these results.

7. RELATED WORK

Privacy related problems in databases have been an active
and important research area. Research in secure databases,
Hippocratic databases and privacy policy driven systems
[14, 4, 2] has been focused on enabling access of sensitive
information through centralized role-based access control.
More recently research has been done in areas such as pri-
vacy preserving data mining, privacy preserving query pro-
cessing on outsourced databases, and privacy preserving in-
formation integration.

In database outsourcing scenarios, data partitioning and
binning techniques based on generalization principle have
been proposed to minimize information leakage [12, 13, 5].
In privacy preserving data mining [25, 8], the main approach
is to use data perturbation techniques to hide precise infor-
mation in individual data records. These techniques may
not apply to various data sharing tasks where precise results
are desired. Our work utilizes a different randomization ap-
proach that randomizes data through multiple rounds while
at the end guaranteeing the correct output with a proba-
bilistic bound.

The approach of protecting privacy of distributed sources
was first addressed by the construction of decision trees [18].
This work closely followed the traditional secure multiparty
computation approach and achieved perfect privacy. A key
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n and k

insight of this paper was to trade off computation and com-
munication costs for accuracy, thereby improving efficiency
over the generic secure multiparty methods. There has since
been work to address association rules in horizontally par-
titioned data [15], association rules in vertically partitioned
data [21], naive Bayes classification in horizontally parti-
tioned data [17] and vertically partitioned data [23], k-means
clustering over vertically partitioned data [22]. As a re-
cent effort, there is also research on privacy preserving topk
queries across vertically partitioned data using k-anonymity
privacy model [24] and privacy preserving distributed k-
NN classifier [16] across vertically partitioned data. On the
contrary, our protocol computes topk selection across hori-
zontally partitioned data and uses a different data privacy
model. The topk selection can be also served as a prim-
itive function for more complex aggregate queries or data
integration tasks such as kNN classifier across horizontally
distributed data.

Agrawal et al. [3] also introduced the paradigm of mini-
mal information sharing in information integration domain
and proposed a privacy preserving join protocol between two
parties. A few specialized protocols have been proposed,
typically in a two party setting, e.g., for finding intersec-
tions [3], and kth ranked element [1]. Though still based
on cryptographic primitives, they achieve better efficiency
than traditional multi-party secure computation methods
by allowing minimal information disclosure. In contrast, our
protocol does not require any cryptographic operations. It



leverages the multi-party network and utilizes a probabilis-
tic scheme to achieve minimal information disclosure and
minimal overhead.

Finally, distributed consensus protocols such as leader
election algorithms [19] provide system models for design-
ing distributed algorithms. However they are not concerned
about data privacy constraints of individual nodes.

8. CONCLUSION

In this paper, we have tackled the problem of privacy pre-
serving data mining using the k-Nearest Neighbor classifier.
This is the first paper to show how kNN classification can
be achieved in a privacy preserving manner using a decen-
tralized network protocol. We developed a general model
for kNN classification and presented algorithms for realiz-
ing this model. We have laid out the set of requirements
that all privacy preserving classifiers should strive to achieve
and have analyzed how well our algorithm achieves these re-
quirements. Our algorithm is characterized by its ability
to achieve a balance between three important performance
metrics: relative accuracy, efficiency, and privacy. This en-
ables our privacy preserving kNN classification framework
to be applied to a variety of problem settings and meet dif-
ferent optimization criteria.
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